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SQL — The Database

Language for

Getting Results

ne of our biggest challenges as

scientists is to harness the

immense power of computers.
Without computers, most of the common
analytical instruments we use daily would
not exist. It would be impossible to control
the instruments and collect and analyze the
massive amounts of data they generate.
Because of the large volume of data gener-
ated, we need to use computers to store,
analyze, manipulate, and report the experi-
mental results. The days of running hand-
injected samples are past. In today’s modern
chromatographic laboratory, 96 or 384
samples are injected sequentially from
microtiter plates with analysis run times of
less than 1 min.

Two computer technologies — database
management and the Internet — will sig-
nificantly affect how analytical instruments
will be developed and used. One of the
hottest technology topics is how to access
data stored in databases via the Internet or
private corporate intranets.

To better understand these awesome
computer technologies, I will describe these
topics in the next several “Data File”
columns. This column will focus on rela-
tional database management system soft-
ware with an introduction to SQL, the
database language used to create, manipu-
late, maintain, and query relational
databases.

What is SQL?

SQL is an acronym for structured query
language and is pronounced either “ess-cue-
el” or “sequel.” SQL often is cited as being
the coin of the realm for using relational
database management systems. No other
database language has gained such wide
acceptance among a broad range of prod-
ucts. Since it was first standardized in 1986,
SQL has become adopted universally in
relational database management system
software. The American National Standards
Institute (ANSI) manages the development
of SQL. All the major database manage-

ment software products, including Oracle
(Oracle Corp., Redwood City, California),
SQL Server (Microsoft Corp., Bellevue,
Washington), DB2 (IBM, Armonk, New
York), and Sybase (Sybase, Emeryville, Cal-
ifornia) use SQL. Even desk-top database
management systems such as Access
(Microsoft) use SQL.

Because the language is present in so
many products from different vendors, all
products can use a core language called
ANSI SQL. Many other dialects are called
nonstandard SQL; these dialects are addi-
tions to the language, and they are used
only by specific database management
products.

SQL is a special-purpose, nonprocedural
language that can be used for the defini-
tion, manipulation, and control of data in
relational database management systems.

It is called a special-purpose language,
because it can be used only for handling
databases. You cannot write application
programs with SQL as you can with
general-purpose programming languages
such as C++, Visual Basic, Java, and Cobol.
To use SQL, analysts must embed the SQL
commands inside a general-purpose lan-
guage or an application program. SQL does
not have any procedural commands or
statements. For example, it does not have a
For Next or Do While command for per-
forming a series of looping commands.

Unlike general-purpose computer lan-
guages such as Visual Basic, Java, and C++,
which are the exclusive domain of program-
mers, SQL can be used by various profes-
sionals. Scientists and data analysts of all
types use SQL to access information from
databases. A working knowledge of the lan-
guage is valuable to anyone who uses a
database.

In this column, I'll first give background
information about the language and intro-
duce relational databases. Then T’ll describe
some real hands-on SQL, so you will have a
very good start toward using SQL.
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What is a Relational Database?

A relational database system is based on the
relational model for managing data. This
model was first introduced in a paper titled
“A Relational Model of Data for Large
Shared Data Banks,” published by E.E
Codd. The paper was published in the
Communications of the Association for Com-
puting Machinery in June 1970, while Codd
was working at IBM’s San Jose, California,
research laboratory (1). The paper provided
a mathematical basis for structuring, con-
trolling, and manipulating data stored in a
database. Before the relational model was
widely adopted, hierarchical databases were
the most popular. These databases used
tree-structured files or slightly more general
network models for storing data. A major
inadequacy of hierarchical databases was
observed whenever the structure of the
database was altered; for example, to store
new types of data or create new indexes to
the data, the application programs using
one of these databases had to be rewritten.

Below all the layers of relational algebra,
n-tuples, and mathematics, the table is at
the core of the relational model. A table is
just like a spreadsheet (a single worksheet)
made of columns, called fields, and rows,
called records. Each column is given a field
name to identify it. Unlike in a spreadsheet,
each field is restricted to hold a specific
kind of data. The kinds of data usually
include text, numbers, and binary or
yes—no fields. Modern databases also can
store graphics files, images, sound files, and
Internet hyperlinks in a field.

If a database uses only one table, then
users are not taking advantage of the rela-
tional capabilities of the relational database
management system. A single-table data-

base is called a flaz-file database, because all

the data in the database can be viewed on
a two-dimensional flat surface. The true
power of the relational model comes from
the use of multiple tables; these tables can
be related to each other through one or
more common fields. A simple example
will clarify this concept.

Relational Database Example:
Tracking Chromatography Results
I'll create a database to track chromato-
graphic results. For this “Data File” col-
umn, I will not discuss how I designed this
database. Very good books have been writ-
ten on this topic (2), so I will leave data-
base design for a future column. My data-
base will have three tables. One table will
hold information about the chromato-
graphic results, including peak names,
retention time, and amount. A second table
will hold data about the injected sample,
including the sample name, date of sample
receipt, and date of sample analysis. The
third table will hold data about the cus-
tomer who provided the sample, including
name, address, city, state, zip code, and
telephone number. See the sidebar “Tables
and Fields Needed for a Relational Data-
base” for a complete list of the tables and
fields in each table.

Now, here is where the value of using a
relational database kicks in. To relate the
information stored in one table to the
information in another table, I can add one
or more fields to each table. Tables that will
be directly related must have at least one
field in common. The field names do not
have to be the same, but the data stored in
the field must be the same.

For this application, I will add the field
sNumber (sample number) to the Peak
Results table. This field will hold the sam-
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Peak Results

pName Text(50)
pRT Single
pAmount Float
Samples

sName Text(50)
sDateReceived Date
sDateCompleted Date
Customers

cName Text(50)
cAddress Text(50)
cCity Text(50)
cState Text(10)
cZip Text(20)
cPhone Text(30)

Peak name
Peak retention time
Peak amount

Sample name
Date sample received
Date analysis completed

Customer name
Customer address
Customer city
Customer state
Customer zip code

Customer phone
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ple number. The sNumber field will also be
added to the Samples table. In the Samples
table, the sNumber field will be a unique
number for each record in the table. This
type of field is called a key field. The Peak
Results table and the Sample table now can
be related to each other using the sNumber
field.

To relate the Sample and Customer
tables, I'll add the cNumber (customer
number) to the Customer table and the
Samples table. In the Customer table, the
cNumber field will be a unique number for
each record in the table. I now can relate
the Peak Results and Samples tables and the
Customer and Samples table. Through the
linking relationships, I can relate the Peak
Results and the Customer tables. The side-
bar “Tables with Key Fields Added to
Relate Tables to Each Other” has the com-
plete list of tables and fields.

SQL Commands
Now let me show how to create the tables
I have described here using SQL. I will cre-
ate the tables, insert data into each table,
and perform some queries of the data in
the tables. If you have access to a relational
database management system and have
login and password privileges on the sys-
tem, you can use the commands described
here. If you have a copy of Microsoft
Access, you can use these commands for a
hands-on experience. I will describe the
mechanics of using Microsoft Access below.
If you do not have a relational database
management system but have a connection
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to the Internet, you can enter the com-
mands and have a hands-on experience
using the SQLCourse.com at the
http://www.sqlcourse.com/ web site. The
tutorial on this interesting site includes a
live database that has input boxes for enter-
ing and executing SQL commands. I have
tried all the commands on this site’s com-
mand list, and they all work, except for the
commands that joined tables, which are
the last three commands on the list. If you
use this site, you most likely will need to
use different table names.

Create a Database Table
Command

The create table statement is used to create
a new table. The sidebar “Create Table
Commands” shows the format for creating
a table and the three commands I used to
create the tables for my application.

To create the tables using SQL in
Microsoft Access do the following: Start
the Access program. Select the Create a
New Database function with a blank data-
base. Give the database the name of your
choice. When the main view of the appli-
cation is displayed, click on the Queries
tab. Then click on the new button. A New
Query dialog form will be displayed; click
on the OK button. The Show Table dialog
form will be displayed. Click on the Close
button to close this form.

On the main menu, select the command
View/SQL view. When this command is
selected, the Queryl: Select Query window
will be displayed. In this window, the cre-
ate table command can be entered, as Fig-
ure 1 shows. When the command has been
entered in the window, select it from the
main Query/Run Query menu. The SQL
query will be run, and the Peak Results
table will be created. Check to see that the

Cra:ia [9]2 Cominzned

create table  “tablename”
(“field1” “data type,”
“field2” “data type,”
“field3” “data type”);
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table was created by clicking on the Tables
tab.

The next two create commands shown
in the sidebar “Create Table Commands”
can be entered and executed to create the
Samples and Customers tables.

If you use the SQLcourse.com web site,
you can enter the create table commands.
You may need to use different table names
because the site will not allow the use of
duplicate table names. If you use different
table names, remember to use those table
names in the queries.

Insert Data Command

The insert statement is used to insert or
add a row of data into a table. The sidebar
“Insert Commands” shows the format of
the insert statement and the commands I
used to insert data into the three tables.
Enter each of the Insert commands and
execute them. When all of the data is
inserted, the tables will look like those in
Figure 2.

Running Select Queries

The select statement is used to query the
database and retrieve selected data that
match the criteria that you specify. Here is
the format of the select statement:

select “field1”[,“field2,”
etc.] from
“tablename”

[where “condition];

[T = optional

The field names that follow the select
keyword determine which fields will be
returned in the results. You can select as
many field names as you would like, or
you can use an asterisk (*) to select all

fields in the table. The table name that fol-

CREATE TABLE Peak Results (sNumber long, pName text(50),

pRT single, pAmount float);

CREATE TABLE Samples (sNumber long, cNumber long, sName
text(50), sDateReceived date, sDateCompleted date);

CREATE TABLE Customers (cNumber long, cName text(50),
cAddress text(50), cCity text(50), cState text(10), cZip

text(20), cPhone text(30));
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lows the keyword from specifies the table
that will be queried to retrieve the desired
results.

The optional where clause specifies
which data values or records will be
returned or displayed, based on the criteria
described after the keyword.

Conditional selections used in the where
clause include = (equal to), > (greater
than), < (less than), >= (greater than or
equal to), <= (less than or equal t0), <>
(not equal to).

Let me show you how to perform the
simplest of select commands with the com-
mand SELECT * FROM Peak Results.
This command will return all the records
and all the fields in the Peak Results table.

I’ll use a where clause to limit the
records that are returned. Only the records
with a sample number value equal to 1 will
be returned with the following command:

SELECT * FROM Peak Results WHERE

sNumber = 1. It retrieves the data shown
in Table I.

To retrieve only the results for the
methane peaks use the select command:
SELECT * FROM Peak Results WHERE
pName = methane. It retrieves the data
shown in Table II.

The where clause can include the logical
operators AND and OR. These operators
are useful to return peaks found in a par-
ticular retention time range. For example,
the following command will return all of
the peaks with a retention time of 2.2-2.6
min: SELECT * FROM Peak Results
WHERE Peak Results.pRT >=2.2 And
Peak Results.pRT <=2.6. It will retrieve
the data shown in Table III.

The select command also has some use-
ful aggregate functions that summarize the
results of a query, rather than just return
the records. Five important aggregate func-
tions are SUM, AVG, MAX, MIN, and
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Figure 1:

Running an SQL command in Microsoft Access.
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COUNT. SUM () gives the total of all the
records that satisfy any conditions of the
given field in which the given field is
numeric. AVG () gives the average of the
given field for the retrieved records. MAX
() gives the largest value in the given field
for the retrieved records. MIN () gives the
smallest value in the given field for the
retrieved records. COUNT() gives the
number of records satisfying the condi-
tions.

To generate the aggregate function val-
ues for the two records I just retrieved, I'll
enter the following command: SELECT
AVG(pAmount), Sum(pAmount),

Ins2r¢ Cornands
insert into “tablename”

(first_field, . . . last_field)
values (first_value, . . . last_value);
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Max(pAmount), Min(pAmount),
Count(pAmount) FROM Peak Results
WHERE Peak Results.pRT >=2.2 And
Peak Results.pRT <=2.6. It will retrieve
the data listed in Table IV.

Joining Tables

All the queries until this point have been
useful, but have you noticed that I have
been selecting data from only one table at
a time? It is time to introduce the most
beneficial features of SQL and relational
database systems — joining. Joining makes
relational database systems relational. Join-
ing allows you to link data from two or

INSERT INTO Customers (cNumber, cName, cAddress, cCity,
cState, cZip, cPhone) VALUES (1, ‘Acme Chemical’, ‘1234 Elm
Street’, ‘Anytown’, ‘CA’, ‘95123, ‘408 555-1212");

INSERT INTO Customers (cNumber, cName, cAddress, cCity,
cState, cZip, cPhone) VALUES (2, ‘Giant Pharma’, ‘9876
Giant Way’, ‘Anytown’, ‘CA’, '95123’, ‘408 556-4000’);

INSERT INTO Samples (sNumber, cNumber, sName ,
sDateReceived) VALUES (1,1,'ChromTest001’,'"10-Aug-00);

INSERT INTO Samples (sNumber, cNumber, sName ,
sDateReceived) VALUES (2,1,'ChromTest002’,’10-Aug-00");

INSERT INTO Samples (sNumber, cNumber, sName ,
sDateReceived) VALUES (3,2,'LCTest001’,'12-Aug-00");

INSERT INTO Samples (sNumber, cNumber, sName ,
sDateReceived) VALUES (4,2,'LCTest002’,'12-Aug-00");

INSERT INTO Peak Results (sNumber, pName , pRT, pAmount)
VALUES (1,'methane’,2.34,100.2);

INSERT INTO Peak Results (sNumber, pName , pRT, pAmount)
VALUES (1, ethane’,3.24,120.3);

INSERT INTO Peak Results (sNumber, pName , pRT, pAmount)
VALUES (1,’propane’,4.24,140.3);

INSERT INTO Peak Results (sNumber, pName , pRT, pAmount)
VALUES (2,'methane’,2.25,83.3);

INSERT INTO Peak Results (sNumber, pName , pRT, pAmount)
VALUES (2,’ethane’,3.25,93.3);

INSERT INTO Peak Results (sNumber, pName , pRT, pAmount)
VALUES (2,'propane’,4.25,133.3);

INSERT INTO Peak Results (sNumber, pName , pRT, pAmount)
VALUES (3,'drugXYZ’,4.66,101.4);

INSERT INTO Peak Results (sNumber, pName , pRT, pAmount)
VALUES (3,'metaboliteXYZ’,7.66,89.4);

INSERT INTO Peak Results (sNumber, pName , pRT, pAmount)
VALUES (4,'drugXYZ’',4.64,108.8);

INSERT INTO Peak Results (sNumber, pName , pRT, pAmount)
VALUES (4,’'metaboliteXYZ’,7.64,78.8);
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more tables together into a single query
result from one SELECT statement.

A join can be constructed in an SQL
SELECT statement if it has more than one
table after the FROM keyword. For exam-
ple, use the command SELECT “list-of-
fields” FROM tablel, table2 WHERE
“search-conditions including the fields in
each table that are joined.”

Below is a good example of a join using
our example tables. Notice in the WHERE
clause I have included the Peak
Results.sNumber = Samples.sNumber
statement. This statement indicates that
the sNumber field in the Peak Results table
must be equal to the sNumber Field in the
Samples table. The dot notation, which is
used to identify the table name and field
names, is tablename.fieldname.

The join command is SELECT pName,
pRT, pAmount, sName, sDateReceived
FROM Peak Results, Samples WHERE
Peak Results.sNumber = Samples.sNum-
ber AND Samples.SName = LCTest001.
This command returns the data listed in
Table V.

In another example of an SQL join
command, I'll join all three tables so I can
return all the peak data for customer Giant
Pharma. This process is another way to
join tables with the FROM statement used
to indicate the fields that are joined. The
additional INNER JOIN command is
added to indicate the type of join made.
Note that the sNumber field is again used
to join the Peak Results and Samples
tables, and the cNumber field joins the
Customers and Samples table.

Table I: Records for Sample Number 1

2.34
3.24
4.24

100.2
120.3
140.3

Methane
Ethane
Propane

2.34
2.25

100.2
83.3

1 Methane
2 Methane

Table IlI: Records for peaks with reten-
tion times of 2.2-2.6 min

2.34
2.25

100.2
83.3

1 Methane
2 Methane

The following SQL command —
SELECT Peak Results.*,
Customers.cName FROM (Customers
INNER JOIN Samples ON
Customers.cNumber = Samples.cNumber)
INNER JOIN Peak Results ON
Samples.sNumber = Peak Results.sNum-
ber WHERE Customers.cName = “Giant
Pharma” — retrieves the data in Table VI.
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Now that you have seen some SELECT
commands, try experimenting with some
of your own. Try retrieving data from
other databases to which you have access
using SQL commands.

Where to Find More Information
The best place to get more information
about SQL is on the Internet. The follow-

@, Microsoft Access
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Figure 2: View of the three tables with the inserted data.

Table IV: Aggregate function values for two records

Expr1000
91.75

Expr1001

183.5 100.2

Expr1002

Expr1003 Expr1004
83.3 2

89.4
101.4

7.66
4.66

MetaboliteXYZ
DrugXYZ

Table V: Data retrieved from a join command

8/12/00
8/12/00

LCTest001
LCTest001
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Table VI: All peak data for customer Giant Pharma

4 metaboliteXYZ 7.64 78.8 Giant Pharma

4 drugXYZ 4.64 108.8 Giant Pharma

3 metaboliteXYZ 7.66 89.4 Giant Pharma

3 drugXYZ 4.66 101.4 Giant Pharma
ing three locations each have additional Conclusion

links to other sites.

The http://www.sqlcourse.com/ web site
has a great tutorial on SQL with interac-
tive capability to enter SQL commands
and actually see the commands executed.
All of the commands used in this “Data
File” column worked on this site, except
for the JOIN commands. The site also has
an sqlcourse2 with advanced topics.

The heep://www.programmingtutorials.
com/sql.html site has several links to other
sites.

The heep://www.arsdigita.com/books/
sql/introduction.html web site keeps your
attention with humor and interesting
pictures.

This “Data File” column has described the
SQL language, which can create, maintain,
manipulate, and retrieve information from
relational databases. I have shown how
SQL is used to create tables, insert data,
and retrieve data using the select com-
mand. I hope you not only read this col-
umn but actually performed the SQL com-
mands with an SQL database or on the
Internet at the http://www.sqlcourse.com
site.

The most important feature of SQL for
users is the ability to retrieve information.
As the title of this column states, we can all
use SQL, with a little practice, to retrieve
the results we are interested in from any
relational database.
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